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Abstract

We study the workforce selection effects of replacing human practice partners with AI in sales
training. In a field experiment at a medical equipment firm, we randomize new hires to prac-
tice with AI or practice with peers. Two weeks after training completion, practicing with AI
produces a larger retained workforce with lower mean extraversion and increases cumulative
sales calls per recruit relative to practicing with peers. A statistical decomposition attributes
84–93% of the increase in calls to additional days of employment among introverts, partly off-
set by fewer days of employment among extraverts. Our findings identify workforce selection
on personality traits as an important consequence of training technology.

1 Introduction

Artificial intelligence is transforming salesforce training, a $15 billion annual expenditure [Atefi
et al., 2018]. Firms are increasingly replacing or augmenting human sales coaches and practice
partners with AI that trains salespeople through interactions with simulated prospects [Council,
2019; Microsoft, 2025; Armstrong, 2026; LinkedIn Learning, 2025; Gonzalez et al., 2026].

Existing research on training salespeople with AI has primarily examined its effects on worker
performance through human capital formation [Luo et al., 2021; Habel et al., 2026]. However, a
longstanding literature in labor economics recognizes that the provision of training can also affect
workforce selection, particularly through differences in worker ability [Parsons, 1972; Jovanovic,
1979; Barron et al., 1987; Acemoglu and Pischke, 1998; Autor, 2001]. Motivated by this literature,
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we ask a distinct question: does training technology affect workforce selection, even when the
provision of training and the skill being taught are held fixed?

We conduct a field experiment with new salesforce recruits at a leading Chinese medical equip-
ment manufacturer that sells to hospitals through a relationship-based, multistage sales process.
Salespeople initially contact hospitals to identify physicians and administrators with purchasing
authority and obtain their direct contact information for follow-up. Given the length of the sales
process, the firm evaluates recruits primarily on the number of sales calls they make, rather than
completed sales. For the first five days after hire, recruits receive eight hours of classroom instruc-
tion and practice obtaining prospects’ direct contact information for two hours per day.

We randomly assign 187 recruits within 12 weekly recruitment cohorts to practice with AI
(i.e., the treatment group) or to practice with peers (i.e., the control group). When practicing with
peers, recruits interact with others from the same cohort under instructor supervision and receive
instructor feedback. When practicing with AI, recruits interact with simulated physicians and
administrators powered by a large language model. They choose among simulated prospects of
varying difficulty and practice in private with no explicit feedback. Both groups receive the same
classroom instruction and are allocated the same amount of practice time.

We study workforce selection on personality traits, motivated by research on individual differ-
ences in sales performance [Gong et al., 2024; Chaker et al., 2024; Habel et al., 2024]. During hiring,
we measure recruits’ Big Five personality traits using a questionnaire [Soto and John, 2017; Zhang
et al., 2022]. Given the longstanding belief that productive salespeople are likely to be extraverted
[Barrick and Mount, 1991], we focus on extraversion when characterizing the personality compo-
sition of the retained workforce. We also measure aggregate sales activity using cumulative sales
calls per recruit and track recruits’ retention and cumulative employment duration.

We find that practicing with AI rather than practicing with peers causally changes the person-
ality composition of the retained workforce. Two weeks after training completion, average ex-
traversion among retained recruits is 0.76 points lower for those practicing with AI than for those
practicing with peers, after adjusting for differences at hire. Despite retaining a less extraverted
workforce, practicing with AI increases cumulative sales calls by 53.2 per recruit (+29.3%) from
hire through two weeks after training completion. Practicing with AI also increases retention by
13.1 percentage points (+32.2%) and cumulative employment duration by 1.76 days per recruit
over the same two-week horizon.

A statistical decomposition [Blundell et al., 2011] attributes 83.8–93.1% of the increase in cu-
mulative sales calls per recruit to additional days of employment among introverts (recruits with
extraversion at or below the sample median), partly offset by fewer days of employment among
extraverts (−19.1% to −32.1%). Overall, differences in employment duration account for 61.0–
64.7% of the increase in cumulative sales calls per recruit. These findings suggest that longer
employment among introverts accounts for much of the sales call gains from practicing with AI.

We also find that the retention gains from practicing with AI are larger in larger recruitment
cohorts. This may reflect differences in how the training technologies scale with cohort size, po-
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tentially arising from differences in instructor attention and the social environment of training
[Murthy et al., 2008; Wiseman et al., 2022]. Motivated by this heterogeneity, we conduct an ex-
ploratory targeting exercise that assigns training technologies based on recruits’ extraversion and
recruitment cohort size. This targeted assignment yields more estimated calls per recruit than
assigning all recruits to practice with AI or all recruits to practice with peers, although its incre-
mental gain over universal assignment to practice with AI is imprecisely estimated.

Our paper contributes to research on firm-sponsored training and worker selection. This lit-
erature studies training as an investment in human capital [Becker, 1964; Acemoglu and Pischke,
1998, 1999], a means of screening workers by ability [Autor, 2001], and a determinant of pro-
ductivity and retention [Adhvaryu et al., 2023]. We extend this literature by showing that the
technology used to deliver training can affect post-hire selection on personality traits, even when
the provision of training and the skill being practiced are held fixed.

We also contribute to research on technology-enabled salesforce training. Studies of simulation
training, selective training, onboarding, AI coaching, and AI roleplay examine effects on salesper-
son performance [Murthy et al., 2008; Atefi et al., 2018; Wiseman et al., 2022; Luo et al., 2021; Habel
et al., 2026], while related structural work considers training alongside employee selection [Chung
et al., 2021]. We extend this research by explicitly examining retention and workforce composition,
and quantifying how changes in employment contribute to sales activity per original recruit.

Finally, our study relates to research on human–AI interactions in the workplace [Brynjolfsson
et al., 2025]. We study human–AI interactions during training, comparing practicing with AI to
practicing with peers. Our findings suggest that workforce selection is an important consideration
in evaluating the aggregate consequences of introducing AI into the workplace.

2 Experimental Setting and Data

2.1 Research Setting

We conduct our field experiment at a leading Chinese manufacturer of medical imaging equip-
ment. Its products include mobile C-arm X-ray systems, digital radiography systems, and dental
CT scanners, priced from RMB 10,000 to over RMB 1 million. The firm employs approximately 600
salespeople nationwide. Sales involve a multistage process in which salespeople initially contact
hospitals to identify physicians and administrators with purchasing authority and obtain their di-
rect contact information for follow-up, which may lead to on-site visits and formal procurement
contracts. Given the length of this process, the firm evaluates salespeople primarily on sales call
volume, rather than completed sales.

The firm recruits new salespeople in weekly cohorts. During their first five days of employ-
ment, recruits receive eight hours of classroom instruction and two hours of supervised sales prac-
tice per day. Classroom instruction covers firm-specific product knowledge and local regulations,
while practice focuses on obtaining prospects’ direct contact information. In the firm’s conven-
tional practice format, recruits practice with peers from the same cohort, taking turns playing the
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salesperson and the prospective customer under instructor supervision and feedback.

2.2 Experiment Design

The experiment includes 187 recruits from 12 weekly recruitment cohorts. Within each cohort,
we randomly assign recruits to practice with AI or to practice with peers. Recruits practicing
with peers follow the firm’s conventional practice format, with instructor supervision and feed-
back. Recruits practicing with AI instead interact privately with simulated physicians and hospi-
tal administrators powered by a large language model, without instructor supervision or explicit
feedback. In both formats, recruits practice obtaining prospective customers’ direct contact infor-
mation for follow-up. All recruits receive the same classroom instruction and are allocated two
hours per day for practice over five days. Recruits practicing with AI record an average of 1.85
hours of active interaction1 with simulated prospects, with five recruits recording no interactions.
We do not observe comparable active practice time for recruits practicing with peers.

The AI practice environment consists of 35 simulated prospects that we develop in collabo-
ration with the firm’s sales managers, drawing on training materials and historical sales calls.
Each prospect represents a prospective customer with distinct characteristics, including their role,
equipment needs, and personality, which we specify through prompts. We design 17 prospects to
be more difficult by making them less willing to share their direct contact information. Recruits
can view each prospect’s profile and difficulty before choosing whom to practice with, but can-
not see the underlying prompts. They interact with prospects through a text- and voice-based
interface and can conduct repeated conversations with the same or different prospects. Web Ap-
pendix A details the development and implementation of the simulated prospects.

2.3 Data

To examine how training technology affects workforce selection, we collect recruits’ Big Five per-
sonality assessments during hiring through the firm’s outsourced recruitment agency. The agency
measures personality on ten-point scales.2 The firm uses these scores in hiring and explicitly
prefers extraverts, although extraversion is not a formal hiring requirement. This preference, to-
gether with prior evidence linking extraversion to sales performance [Barrick and Mount, 1991;
Vinchur et al., 1998; Chaker et al., 2024], motivates our focus on extraversion. We link these pre-
hire measures to administrative records on treatment assignment, recruitment cohort, hiring and
departure dates, starting salary, age, gender, education, department, and subsequent sales activity.

Table 1 reports recruit characteristics and experimental balance. Recruits are predominantly
male (95%), 32 years old on average, and typically hold a bachelor’s degree. Consistent with the

1We measure active interaction time with simulated prospects using message timestamps, excluding intervals longer
than 10 minutes to avoid counting inactivity. Using cutoffs between 5 and 60 minutes yields similar estimates (1.61–1.99
hours per recruit).

2The assessment uses the Chinese version of the 60-item Big Five Inventory-2 (BFI-2; Soto and John, 2017; Zhang
et al., 2022). Each domain comprises 12 items rated on a five-point agreement scale. Domain scores are calculated by
averaging responses after reverse-coding negatively keyed items and multiplying by two.
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Table 1: Recruit characteristics and experimental balance

Variable Full Sample Treatment Control Balance p-value

Demographic and employment characteristics
Male 0.95 (0.21) 0.96 (0.20) 0.94 (0.23) 0.673
Age (years) 31.89 (3.82) 32.02 (4.07) 31.75 (3.54) 0.763
Bachelor’s degree or above 0.93 (0.26) 0.92 (0.28) 0.93 (0.25) 0.685
Starting salary (1,000 RMB) 8.39 (1.00) 8.34 (1.03) 8.46 (0.96) 0.547
Cohort size 17.05 (4.76) 17.01 (4.72) 17.10 (4.83) —

Pre-hire personality traits (1–10)
Conscientiousness 6.55 (2.09) 6.37 (2.07) 6.75 (2.10) 0.180
Neuroticism 4.93 (2.05) 5.21 (2.00) 4.61 (2.06) 0.107
Openness 5.80 (2.16) 5.79 (2.07) 5.81 (2.26) 0.982
Extraversion 6.12 (2.34) 5.92 (2.20) 6.35 (2.47) 0.175
Agreeableness 5.87 (1.98) 5.68 (1.96) 6.07 (2.00) 0.202

N (recruits) 187 98 89 —

Notes: Means are reported with standard deviations in parentheses. Balance reports two-sided p-values from wild
cluster bootstrap tests of stratified differences-in-means, clustered by cohort.

Table 2: Correlations among recruit characteristics at hire

Pre-Hire Personality Traits Other Characteristics

P1 P2 P3 P4 P5 O1 O2 O3 O4 O5

P1 Conscientiousness 1.00 −0.56∗∗∗ 0.31∗∗∗ 0.47∗∗∗ 0.43∗∗∗ −0.11 0.14∗ −0.09 −0.01 0.04
P2 Neuroticism −0.56∗∗∗ 1.00 −0.31∗∗∗ −0.49∗∗∗ −0.37∗∗∗ 0.07 −0.03 −0.03 0.01 −0.17∗∗

P3 Openness 0.31∗∗∗ −0.31∗∗∗ 1.00 0.40∗∗∗ 0.08 −0.06 −0.02 −0.09 −0.07 0.10
P4 Extraversion 0.47∗∗∗ −0.49∗∗∗ 0.40∗∗∗ 1.00 0.32∗∗∗ −0.10 0.07 0.12 0.04 0.03
P5 Agreeableness 0.43∗∗∗ −0.37∗∗∗ 0.08 0.32∗∗∗ 1.00 −0.20∗∗∗ 0.07 0.02 0.05 0.04

O1 Age (years) −0.11 0.07 −0.06 −0.10 −0.20∗∗∗ 1.00 −0.22∗∗∗ 0.06 0.35∗∗∗ −0.17∗∗

O2 Male 0.14∗ −0.03 −0.02 0.07 0.07 −0.22∗∗∗ 1.00 −0.06 0.01 0.13∗

O3 Bachelor's or higher −0.09 −0.03 −0.09 0.12 0.02 0.06 −0.06 1.00 0.07 0.03
O4 Starting salary −0.01 0.01 −0.07 0.04 0.05 0.35∗∗∗ 0.01 0.07 1.00 −0.07
O5 Cohort size 0.04 −0.17∗∗ 0.10 0.03 0.04 −0.17∗∗ 0.13∗ 0.03 −0.07 1.00

Notes: Pearson correlations. Male and bachelor's or higher are binary indicators. *** p < 0.01, ** p < 0.05, * p < 0.10.

firm’s stated preference for extraverts, recruits score above the midpoint on extraversion on aver-
age. We assess experimental balance using the stratified difference-in-means estimator described
in Section 3.1. None of the reported differences is statistically significant at the 10% level. Table 2
reports correlations among recruit characteristics measured at hire. Personality traits are moder-
ately correlated with each other but not with starting salary.

We focus on the first two weeks after training completion, when turnover is most concen-
trated and subsequent on-the-job experiences are less likely to influence outcomes. We character-
ize workforce composition using the extraversion scores of recruits who remain employed beyond
this horizon. We measure retention as remaining employed beyond this horizon and employment
duration as the number of days employed from hire through the same horizon. To assess ag-
gregate salesforce activity, we measure cumulative sales calls per recruit from hire through two
weeks after training completion, retaining recruits in the sample after they leave employment and
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assigning zero calls to these recruits thereafter.
In Web Appendix B, we consider two additional measures of sales success. The firm evaluates

salespeople’s success in obtaining verified purchase intentions on a calendar-month basis. We
define documented success as the number of calendar months with at least one verified purchase
intention. These evaluations are missing for 70.6% of employed worker-months. To supplement
these incomplete records, we construct a second measure from call transcripts: the cumulative
number of calls in which salespeople obtain prospective customers’ direct contact information for
follow-up. We refer to this outcome as measured success.

3 Results

Figure 1 plots the evolution of workforce composition, cumulative sales calls per recruit, and
retention from hire through two weeks after training completion, separately for recruits practicing
with AI and practicing with peers. Workforce composition in the left panel is measured as mean
extraversion among recruits still employed on each day, relative to its mean among all recruits
assigned to the same training technology. The remaining panels plot cumulative sales calls per
recruit and retention probabilities.

Figure 1: Extraversion, cumulative sales calls, and retention probability
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The trajectories reveal different patterns across training technologies. Cumulative sales calls
per recruit grow more rapidly and retention declines more slowly among recruits practicing with
AI. In this section, we estimate the causal effects underlying these descriptive patterns and assess
their statistical significance.

3.1 Empirical Strategy

We now estimate the causal effects of practicing with AI rather than practicing with peers on
workforce composition, sales activity, and retention (defined as remaining employed beyond two
weeks after training completion). For each outcome, let Yic(a) denote the potential outcome for
recruit i in cohort c under assignment a, where a = 1 denotes practicing with AI and a = 0
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denotes practicing with peers. Our intent-to-treat (ITT) estimand is the average treatment effect
per assigned recruit across the firm’s recruitment cohorts:

τY =
E [

∑nc
i=1 (Yic(1)− Yic(0))]

E[nc]
, (1)

where nc denotes cohort size and expectations are over the population of recruitment cohorts. This
estimand measures the additional sales calls or days of employment per recruit, or the increase in
the share of recruits retained, caused by practicing with AI.

We estimate this effect using the stratified difference-in-means estimator described by Athey
and Imbens [2016, Section 6.1], which can equivalently be expressed as a weighted regression with
cohort fixed effects:

Yic = αc + τY Tic + εic, (2)

where Tic indicates assignment to practice with AI and αc denotes cohort fixed effects. To make the
regression coefficient equal the stratified difference-in-means estimator, we weight observations
by 1/[pc(1− pc)], where pc is the fraction of recruits assigned to practice with AI in cohort c.

For workforce composition, let Xic denote the extraversion of recruit i in cohort c, and let Sic(a)

indicate whether that recruit remains employed beyond two weeks after training completion un-
der assignment a. Our estimand is the difference in mean extraversion between the workforces
retained under the two training technology assignments:

∆ =
E[
∑

iXicSic(1)]

E[
∑

i Sic(1)]
−

E[
∑

iXicSic(0)]

E[
∑

i Sic(0)]
. (3)

This estimand captures how training technology changes the personality composition of the re-
tained workforce, as measured two weeks after training completion.

To adjust for baseline differences in extraversion between assignment groups, we subtract the
difference in mean extraversion between assignment groups at hire. Let µ̂R

a and µ̂B
a denote the

estimated mean extraversion of the retained workforce and all assigned recruits, respectively. Our
baseline-adjusted estimator is:

∆̂adj = (µ̂R
1 − µ̂B

1 )− (µ̂R
0 − µ̂B

0 ). (4)

We implement this estimator using a weighted difference-in-differences regression comparing
mean extraversion between recruits practicing with AI and those practicing with peers at hire and
two weeks after training completion. The dependent variable in both periods is each recruit’s
extraversion score. We estimate:

Xict = α+ βTic + γPostt + δ(Tic × Postt) + εict, (5)

where Postt indicates the observation two weeks after training completion and Xict = Xic for each
observed recruit-period. Weighting observations by 1/pc for recruits practicing with AI and 1/(1−
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pc) for recruits practicing with peers yields an interaction coefficient δ̂ that equals the baseline-
adjusted estimator in equation (4).

To account for sampling uncertainty across cohorts in the firm’s recruitment process, we cluster
by recruitment cohort [Abadie et al., 2023]. Given the 12 observed cohorts, we assess statistical
significance using a restricted wild cluster bootstrap [Roodman et al., 2019]. We report asymptotic
cluster-robust standard errors and p-values for reference.

3.2 Effect on Workforce Selection

Table 3 shows that practicing with AI changes the personality composition of the retained work-
force relative to practicing with peers. Two weeks after training completion, mean extraversion
among retained recruits is 0.76 points lower for those practicing with AI, after adjusting for base-
line differences. Despite the firm’s stated preference for extraverts, practicing with AI produces a
retained workforce with lower mean extraversion.

Table 3: Effect of practicing with AI on workforce composition

Extraversion
(1)

Estimated treatment effect −0.76∗∗∗

(0.28)

Asymptotic cluster-robust p-value 0.021
Control change from baseline 0.48
N (recruits) 187

Notes. Baseline-adjusted effect estimated using equation (4). The asymptotic standard error in parentheses is clustered
by cohort. Statistical significance is based on wild cluster bootstrap p-values. *** p < 0.01, ** p < 0.05, * p < 0.10.

A necessary condition for training technology to change workforce composition is that its pro-
portional effect on retention varies with extraversion.3 Our finding that practicing with AI pro-
duces a retained workforce with lower mean extraversion than practicing with peers thus implies
heterogeneity in proportional retention effects by extraversion.

3.3 Effect on Sales Activity

Practicing with AI retains a less extraverted workforce, but generates more aggregate sales activity
from the original pool of recruits. Table 4 shows that practicing with AI increases cumulative
sales calls by 53.2 per recruit, a 29.3% increase relative to the control mean of 181.5 calls. In Web
Appendix B, we also find that practicing with AI increases measured success by 4.19 (+62.9%) calls
per recruit. The estimated effect on documented success is positive but imprecisely estimated.

3Consider recruits with high (H) and low (L) levels of a pre-hire personality trait. Let pg(a) denote the retention
probability for group g ∈ {H,L} under treatment (a = 1) or control (a = 0). Workforce composition changes if and only
if pH(1)/pL(1) ̸= pH(0)/pL(0). This condition requires heterogeneity in proportional treatment effects on retention.
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Table 4: Effect of practicing with AI on sales calls per recruit

Sales calls per recruit
(1)

Estimated treatment effect 53.21∗∗

(21.85)

Asymptotic cluster-robust p-value 0.033
Control mean 181.47
N (recruits) 187

Notes. Intent-to-treat effect estimated using equation (2). The asymptotic standard error in parentheses is clustered by
cohort. Statistical significance is based on wild cluster bootstrap p-values. *** p < 0.01, ** p < 0.05, * p < 0.10.

3.4 Effect on Retention

Prior research on AI-enabled sales training emphasizes human capital formation as a source of
performance gains [Luo et al., 2021; Habel et al., 2026]. However, aggregate sales activity also de-
pends on how long recruits remain employed. We examine whether practicing with AI increases
retention and how additional employment accounts for the increase in calls per recruit.

Table 5 shows that practicing with AI increases retention by 13.1 percentage points, a 32.2%
increase relative to the control mean of 40.7%. Practicing with AI also increases cumulative em-
ployment duration from hire through two weeks after training completion by 1.76 days per recruit.

Table 5: Effects of practicing with AI on retention and employment duration

Retention Employment duration (days)
(1) (2)

Estimated treatment effect 0.131∗∗ 1.76∗∗∗

(0.051) (0.55)

Asymptotic cluster-robust p-value 0.026 0.009
Control mean 0.407 14.82
N (recruits) 187 187

Notes. Intent-to-treat effects estimated using equation (2). The asymptotic standard errors in parentheses are clustered
by cohort. Statistical significance is based on wild cluster bootstrap p-values. *** p < 0.01, ** p < 0.05, * p < 0.10.

3.4.1 Accounting for Sales Call Gains by Extraversion

To assess how changes in employment contribute to the increase in calls per recruit, we conduct
a statistical decomposition following Blundell et al. [2011]. We separate the contributions of em-
ployment duration and calling activity while employed, and further distinguish the employment
contributions of introverts and extraverts, defined by whether their extraversion scores are at or
below the sample median.

For each cohort, day, and personality group, let sa denote the fraction of all recruits assigned
to arm a who belong to that group and remain employed, and let ra denote the average number
of calls made that day by employed recruits in that group. Their product, sara, gives the group’s
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contribution to sales calls per originally assigned recruit.
We decompose the difference in calls between practicing with AI (a = 1) and practicing with

peers (a = 0) into two components: a contribution from changes in employment, holding calling
rates fixed, and a contribution from changes in calling rates among employed recruits. There are
two ways to make this calculation:

s1r1 − s0r0 = (s1 − s0)r0︸ ︷︷ ︸
Employment contribution

+ s1(r1 − r0)︸ ︷︷ ︸
Calling-rate contribution

= (s1 − s0)r1︸ ︷︷ ︸
Employment contribution

+ s0(r1 − r0)︸ ︷︷ ︸
Calling-rate contribution

.

The first calculation values additional employment using the calling rate under peer practice;
the second uses the calling rate under AI practice. In each case, the remaining difference is at-
tributed to calling activity while employed. We sum these contributions across days and person-
ality groups, weighting cohorts by their shares of the original sample.

Table 6 shows that additional employment among introverts accounts for 83.8–93.1% of the
increase in calls per recruit, partly offset by reduced employment among extraverts. Thus, despite
the firm’s stated preference for extraverts, additional employment among introverts is the largest
contributor to the sales call gains from practicing with AI.

Table 6: Statistical decomposition of the increase in cumulative sales calls per recruit

Additional calls per recruit Share of total increase

Changes in employment
Additional employment among introverts +44.6 – +49.5 +83.8% – +93.1%
Reduced employment among extraverts −17.1 – −10.2 −32.1% – −19.1%
Net employment contribution +32.5 – +34.4 +61.0% – +64.7%

Changes in calling activity while employed +18.8 – +20.7 +35.3% – +39.0%

Total increase in sales calls +53.2 100%

3.4.2 Heterogeneity with Cohort Size

We examine whether the effect of practicing with AI on retention varies with recruitment cohort
size. The left panel of Figure 2 plots the treatment–control difference in retention against cohort
size. The right panel reports the interaction between treatment assignment and continuous cohort
size, estimated by augmenting equation (2) with this interaction.

The estimated retention gain from practicing with AI increases by 2.7 percentage points per
additional recruit. This heterogeneity may reflect differences in how the training technologies
scale with cohort size. Larger cohorts may limit instructor attention and increase exposure to
peers during practice [Murthy et al., 2008; Wiseman et al., 2022]. Our limited sample size prevents
us from distinguishing between these explanations.
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Figure 2: Cohort size and retention
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tical significance is based on wild cluster bootstrap p-values. *** p < 0.01,
** p < 0.05, * p < 0.10.

3.4.3 Targeting Training Technologies by Personality and Cohort Size

Differences in retention by extraversion and cohort size motivate an exploratory exercise in assign-
ing training technologies based on these characteristics. We consider a rule under which recruits
practice with AI if their extraversion scores are at or below the sample median, or they belong to
cohorts larger than the sample median. Only extraverts in smaller cohorts practice with peers.

Using outcomes from the randomized experiment, we estimate that this rule generates 242.9
cumulative calls per recruit, compared with 234.7 when all recruits practice with AI and 181.5
when all recruits practice with peers. The incremental gain of 8.2 calls per recruit over assigning
all recruits to practice with AI is imprecisely estimated. These results motivate further testing of
whether targeting training technologies can improve aggregate sales activity.

3.5 Treatment Effect Dynamics

To examine treatment effect dynamics, we reestimate the effects on our main outcomes from one
through five weeks after training completion. Table 7 shows that the difference in mean extraver-
sion among retained recruits is small at one week but grows in magnitude at each subsequent
horizon, reaching −1.41 points at five weeks. The gains in cumulative sales calls and employ-
ment duration also increase with the observation window, reaching 113.9 additional calls and
3.70 additional days per recruit at five weeks. The retention advantage is largest at two weeks,
when turnover is concentrated shortly after training completion, and declines from 13.1 percent-
age points at that horizon to 6.9 percentage points at five weeks. These dynamics suggest that dif-
ferences in workforce composition develop over time and persist beyond the primary two-week
horizon, whereas turnover is concentrated at two weeks after training completion.
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Table 7: Treatment effect dynamics

Weeks since training completion

1 2 3 4 5

Extraversion −0.12 −0.76∗∗∗ −1.11∗∗ −1.28∗∗ −1.41∗∗

(0.19) (0.28) (0.52) (0.61) (0.68)

Sales calls per recruit 19.10∗ 53.21∗∗ 75.96∗∗ 97.41∗∗ 113.88∗∗

(11.67) (21.85) (33.08) (42.96) (52.39)

Employment duration (days) 0.84∗∗∗ 1.76∗∗∗ 2.54∗∗ 3.23∗∗ 3.70∗∗

(0.27) (0.55) (0.98) (1.33) (1.62)

Retention 0.098∗ 0.131∗∗ 0.102 0.065 0.069
(0.046) (0.051) (0.078) (0.048) (0.048)

N (recruits) 187 187 187 187 187

Notes. The effect on extraversion is estimated using equation (4). Intent-to-treat effects on the remaining outcomes are
estimated using equation (2). Sales calls and employment duration are cumulative from hire through each horizon;
retention is remaining employed beyond each horizon. The asymptotic standard errors in parentheses are clustered by
cohort. Statistical significance is based on wild cluster bootstrap p-values. *** p < 0.01, ** p < 0.05, * p < 0.10.

3.6 Additional Analyses and Robustness Checks

We examine workforce composition across all five pre-hire personality traits. In addition to ex-
traversion, practicing with AI produces a retained workforce with lower mean conscientiousness
(−0.82 points). Both effects remain statistically significant after Holm correction across the five
traits (adjusted p < 0.01 for both). The effects on neuroticism, openness, and agreeableness do not
survive this correction. However, conscientiousness and extraversion are positively correlated at
hire (r = 0.47, p < 0.01), so these findings do not necessarily reflect distinct patterns.

To examine whether the estimated effects on our main outcomes are driven by individual
cohorts, we reestimate each effect after excluding one of the 12 cohorts in turn. The estimated
effects on workforce composition, cumulative sales calls per recruit, employment duration, and
retention retain their original signs across all exclusions, with magnitudes ranging from 0.58 to
0.90 extraversion points, 33.5 to 58.6 calls per recruit, 1.51 to 2.05 days per recruit, and 10.3 to
15.4 percentage points, respectively. These results suggest that our findings are not driven by any
single cohort.

4 Conclusion

Our field experiment shows that the choice of training technology can change workforce composi-
tion after hiring. Practicing with AI produces a retained workforce with lower mean extraversion.
Yet practicing with AI increases cumulative sales calls per recruit by 29.3%. A statistical decompo-
sition shows that additional days of employment among introverts account for 83.8–93.1% of this
increase, partly offset by fewer days of employment among extraverts.

For firms, these findings suggest evaluating hiring and training decisions jointly. The charac-
teristics firms favor at hiring may have different implications for retention and aggregate perfor-

12



mance depending on the training technology used. Firms may improve aggregate performance
by choosing training technologies that retain workers whose characteristics differ from those tra-
ditionally favored at hiring. The larger retention gains from practicing with AI in larger cohorts
also motivate testing whether tailoring training technologies to recruit characteristics and cohort
size can further improve aggregate performance.

Workforce selection may also have consequences beyond the sales outcomes we measure.
Training technologies can alter the distribution of personality traits among workers who sub-
sequently interact with colleagues, managers, and customers. Research in organizational behav-
ior links group personality composition to cooperation, helping behavior, and team performance
[Barry and Stewart, 1997; Beersma et al., 2003; Gonzalez-Mulé et al., 2014]. AI is increasingly be-
ing integrated into training across domains, particularly in education [Bastani et al., 2025; Kestin
et al., 2025] and surgical training [Fazlollahi et al., 2022; Giglio et al., 2025]. As these technologies
reshape how trainees develop skills, our findings motivate examining their effects on participa-
tion, retention, and workforce composition across settings.

Our study has several limitations. The experiment covers 187 recruits at one medical equip-
ment firm, and our primary analysis focuses on outcomes through two weeks after training com-
pletion, with additional estimates extending through five weeks. Our measures capture sales
activity and progress through the sales process, leaving longer-run effects on revenue and cus-
tomer relationships open. The training technologies also differ in instructor supervision, peer
interactions, and opportunities to choose simulated prospects, limiting our ability to isolate the
mechanisms underlying retention. Future research can examine whether similar workforce selec-
tion effects arise across training technologies, occupations, and longer employment horizons.
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involvement in any organization or entity with any financial interest or non-financial interest in the subject
matter or materials discussed in this manuscript. The authors have no funding to report.
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Web Appendix A: Experiment Implementation

This appendix describes the development of the simulated prospects, the AI practice interface,
and recruits’ interactions with the AI practice environment.

A.1 Development and Design of Simulated Prospects

We developed simulated prospects in collaboration with the firm’s sales managers over the year
preceding the experiment. Each simulated prospect is implemented as a system prompt for the
Qwen Plus large language model, specifying characteristics such as professional role, demograph-
ics, personality, communication style, equipment needs, and willingness to purchase. Our objec-
tive was to create prospective customers whose characteristics and conversational behavior re-
flected those encountered by the firm’s salespeople. We drew on the firm’s training materials and
product manuals to establish the simulated prospects’ technical knowledge and historical sales
calls to inform their conversational behavior. Development proceeded in three phases.

In the first phase, we constructed 50 simulated prospects using these materials. Sales managers
evaluated them and found that they were uniformly unwilling to purchase and lacked realistic
personalities. In the second phase, we revised the system prompts to introduce distinct person-
alities and variation in difficulty. Approximately half of the simulated prospects were designed
to be easier to engage, while the remainder were made more reluctant to share their direct con-
tact information. Sales managers evaluated the revised simulated prospects and removed those
they considered redundant, leaving 35. In the third phase, we tested the 35 simulated prospects
with 20 new hires. These tests revealed that recruits lacked sufficient information to choose which
simulated prospects to practice with and did not consistently understand the objective of a conver-
sation. We therefore introduced visible prospect descriptions and difficulty levels and explicitly
instructed recruits to obtain the prospect’s direct contact information.

The final set consists of 35 simulated prospects, of which 18 are designed to be easier to obtain
direct contact information from, and 17 designed to be difficult. Their system prompts specify ad-
ditional characteristics, including hospital and department, current equipment, supplier relation-
ships, department budgets, patient volume, and facility constraints. These characteristics shape
their conversational behavior and the concerns they raise. For example, simulated orthopedic sur-
geons emphasize equipment performance in surgical workflows, whereas simulated radiologists
emphasize imaging reliability and patient throughput. Table A1 lists the simulated prospects’
demographic characteristics, professional roles, product needs, and difficulty levels. The system
prompts are the firm’s intellectual property and are not reproduced verbatim.

A.2 Practice Interface and Task

Recruits interact with simulated prospects through a conversational interface supporting text and
voice. Before a conversation, recruits can select from 35 simulated prospects and view a profile
containing the prospect’s name, image, department, professional role, and a brief description of
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Table A1: AI practice personas

Index Gender Age Department Role Product Need Difficulty

1 Male 40 Orthopedics Physician Surgical Robot Easy
2 Male 37 Orthopedics Attending Physician C-arm Easy
3 Male 48 Orthopedics Orthopedics Director 3D C-arm Hard
4 Male 35 Orthopedics Attending Physician 3D C-arm Easy
5 Male 48 Orthopedics Orthopedics Director 3D C-arm Hard
6 Female 35 Orthopedics Attending Physician C-arm Hard
7 Female 38 Orthopedics Attending Physician C-arm Hard
8 Female 35 Radiology Attending Physician DR System Hard
9 Male 38 Orthopedics Attending Physician C-arm Easy

10 Female 38 Radiology Attending Physician Fixed DR Easy
11 Male 40 Orthopedics Department Director C-arm Easy
12 Male 37 Orthopedics Attending Physician 3D C-arm Easy
13 Female 47 Dentistry Department Director Dental CT Easy
14 Female 48 Orthopedics Department Director C-arm Hard
15 Female 48 Gastroenterology Department Director Fixed DR Hard
16 Male 45 Orthopedics Department Director C-arm Easy
17 Male 42 Medical Equipment Department Director C-arm Easy
18 Male 40 Orthopedics Department Director C-arm Hard
19 Female 38 Dentistry Attending Physician Dental CT Easy
20 Male 45 Gastroenterology Department Director C-arm Hard
21 Female 35 Radiology Attending Physician Fixed DR Hard
22 Male 45 Medical Equipment Purchasing Specialist C-arm/DR Hard
23 Male 37 Orthopedics Attending Physician C-arm Easy
24 Female 35 Radiology Attending Physician Dynamic DR Easy
25 Female 42 Radiology Attending Physician Dynamic DR Hard
26 Male 40 Radiology Hospital Director DR System Hard
27 Male 39 Neurosurgery Attending Physician C-arm Easy
28 Male 45 Orthopedics Attending Physician 3D C-arm Easy
29 Female 37 Orthopedics Attending Physician C-arm Hard
30 Female 35 Radiology Attending Physician Fixed DR Hard
31 Male 35 Medical Equipment Purchasing Specialist C-arm Easy
32 Male 45 Orthopedics Orthopedics Director 3D C-arm Easy
33 Male 48 Orthopedics Department Director C-arm Easy
34 Male 50 Orthopedics Orthopedics Director 3D C-arm Hard
35 Male 37 Orthopedics Attending Physician C-arm Hard

their personality, equipment needs, and familiarity with the firm. The interface also displays
the prospect’s difficulty level. Recruits cannot view the underlying system prompts. Table A2
reproduces the profiles’ textual summaries, while Figure A1 illustrates the interface, including the
conversation history, instructions, active conversation window, and prospect selection menu.

The practice task mirrors the initial stage of the firm’s sales process. In actual sales calls, sales-
people generally begin by contacting a hospital’s front desk or another publicly available number.
Their immediate objective is to identify a physician or administrator with purchasing authority
and obtain that person’s direct contact information for subsequent follow-up. Accordingly, re-
cruits practicing with AI are instructed to obtain the prospect’s direct contact information. A
practice conversation succeeds when the prospect provides this information.

Within the allocated practice period, recruits can choose which simulated prospects to engage
and conduct repeated conversations with the same or different prospects, with no required min-
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imum number of conversations. Each simulated prospect’s characteristics remain fixed across
conversations, allowing recruits to try different sales strategies with the same prospect.

Simulated prospects serve as practice partners rather than coaches: they respond as prospec-
tive customers but do not evaluate recruits’ selling techniques or provide advice. Unlike recruits
practicing with peers, those practicing with AI receive no instructor supervision or explicit feed-
back during practice. They can use success in obtaining direct contact information to inform sub-
sequent conversations. Figure A2 illustrates a conversation with a difficult simulated prospect
who expresses uncertainty about the product and requests references from other hospitals. Fig-
ure A3 shows recruits practicing with simulated prospects.

Table A2: Observable summaries of AI practice personas

Index Summary

1 Careful and proactive orthopedics physician familiar with the firm’s C-arm; the department is consid-
ering an orthopedic surgical robot compatible with a two-dimensional small C-arm.

2 Friendly attending orthopedist interested in new technology; the department plans to replace an aging
imported C-arm and is interested in ease of operation, imaging speed, and service.

3 Rigorous orthopedics director who saw the firm’s three-dimensional C-arm at an equipment expo,
liked the image quality, but has concerns about operational complexity.

4 Detail-oriented attending orthopedist satisfied with the firm’s PLX118F flat-panel small C-arm; the
department is considering a three-dimensional C-arm as surgery volume grows.

5 Pragmatic orthopedics director with doubts about domestic brands; the department uses an aging
Philips three-dimensional C-arm and requires strong evidence on stability and service.

6 Detail-oriented attending orthopedist who has tried the firm’s PLX118WF wireless C-arm; the depart-
ment is preparing to update a GE flat-panel small C-arm.

7 Responsible but conservative attending orthopedist who prefers imported brands; the department
may update its GE C-arm and wants technical strength and reliable service.

8 Busy radiology attending physician who is open to new technology; the department may replace an
eight-year-old Siemens DR system and needs better efficiency and image quality.

9 Technology-oriented attending orthopedist with some prior knowledge of the firm; the department is
considering replacing a Philips flat-panel small C-arm.

10 Collaborative radiology attending physician who has heard of the firm; the department plans to update
an older fixed DR and cares about image quality, usability, and service.

11 Open and curious orthopedics director with no prior firm contact; he wants market information even
though the department has no immediate C-arm purchase plan.

12 Open-minded attending orthopedist impressed by the firm’s PLX7500 three-dimensional C-arm at an
industry meeting; the department may update an older two-dimensional C-arm.

13 Careful dentistry department director interested in the firm’s dental CT; the department may replace
an aging dental CT that often fails under heavy use.

14 Cautious orthopedics director who has heard of the firm but has not used its products; the department
may update a Philips C-arm and is skeptical of domestic equipment.

15 Demanding gastroenterology director with limited brand knowledge; the department plans to update
an old fixed DR and needs strong answers on product performance and service.

16 Rigorous orthopedics director with some familiarity with the firm; the department may update a GE
flat-panel small C-arm and values imaging quality and service.

Continued on next page
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Table A2: Observable summaries of AI practice personas (continued)

Index Summary

17 Outgoing equipment department director who understands and somewhat approves of the firm; the
hospital is considering a GE small C-arm, so the salesperson must build support through the equip-
ment office.

18 Experienced orthopedics director with strong views and little patience for low-value calls; he knows
the firm but is comparing many brands for a possible equipment update.

19 Detail-oriented dentistry attending physician cautiously open to new products; the department may
update an old imported dental CT with low resolution.

20 Analytical gastroenterology director focused on reliability and service; the department may upgrade a
six-year-old C-arm used in interventional procedures.

21 Demanding radiology attending physician who has heard of the firm but not used its products; the
department is considering replacing an old Wandong fixed DR.

22 Equipment department purchasing specialist who evaluates suppliers carefully; the hospital is cau-
tious about domestic brands but may update older C-arm and DR equipment.

23 Easygoing attending orthopedist impressed by the firm’s PLX118WF wireless C-arm; the department
may replace an aging Philips two-dimensional C-arm.

24 Direct radiology attending physician satisfied with the firm’s PLX8600 dynamic DR; she wants to learn
about newer models as the department considers a DR upgrade.

25 Data-oriented radiology attending physician who has never used the firm’s products and prefers im-
ported brands; the department may update a Siemens dynamic DR.

26 Careful hospital director who is conservative about new technology; the radiology department uses
old firm equipment that no longer meets demand and may purchase additional devices.

27 Neurosurgery attending physician who heard positive comments about the firm’s PLX7500 from a
colleague; the department may replace an aging GE C-arm.

28 Rigorous attending orthopedist impressed by the firm’s PLX7500 three-dimensional C-arm; the de-
partment may update an older Siemens three-dimensional C-arm.

29 Ambitious attending orthopedist with high expectations for new technology; she has heard about the
firm’s PLX7500 but remains in an evaluation stage.

30 Careful radiology attending physician who previously used the firm’s PLX8600 but was not fully sat-
isfied; she wants to hear about improvements before a fixed DR update.

31 Equipment department purchasing specialist focused on efficiency and cost control; the hospital is
evaluating a new C-arm purchase and wants information on the firm’s PLX7500.

32 Team-oriented orthopedics director interested in the firm’s PLX7500 after a product exhibition; the
department may replace an older GE three-dimensional C-arm.

33 Responsible orthopedics director focused on improving surgical success; he has heard about the firm’s
PLX7500 but has not used it and remains cautious.

34 Careful orthopedics director with high brand standards and no firm usage experience; the department
may update a Philips three-dimensional C-arm.

35 Responsible attending orthopedist with some awareness of the firm; the department may update a GE
flat-panel small C-arm and wants improved image quality and positioning precision.

A.3 Observed Practice Behavior

We use practice sessions recorded while recruits remain employed to describe their choices of
simulated prospects and success in obtaining contact information.
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Figure A1: AI practice interface

Notes: The interface comprises 4 components: conversation history (A), instructions and warnings (e.g., “when switch-
ing doctors, first click new chat”) (B), the active conversation window (C), and the persona selection menu (D).

Figure A4 presents the sequence of practice sessions for each recruit assigned to AI practice,
distinguishing between easier and more difficult simulated prospects. Recruits vary in both the
number of conversations they conduct and the proportion involving difficult prospects. On av-
erage, treated recruits practice for 1.85 hours and conduct 10.64 conversations, with an average
share of 51.9% involving difficult prospects. Five recruits have no recorded practice sessions while
employed.

Figure A5 examines practice success. Panel (a) reports the proportion of conversations in
which recruits obtained direct contact information from each simulated prospect. Prospects de-
signed to be difficult have substantially lower observed success rates than easier prospects. Panel
(b) plots each recruit’s success rate against the proportion of conversations involving difficult
prospects, showing how success varies with prospect selection.
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Figure A2: Sample AI practice conversation with a hard persona

Figure A3: Recruits practicing with simulated prospects
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Figure A4: AI practice sequences by recruit
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Notes: The figure plots practice sessions for the 98 recruits assigned to treatment. Each column is a recruit, sorted by
the share of sessions with hard personas. Empty columns indicate the five recruits with no recorded practice sessions
while employed. Each row is a session number within a recruit. Gray cells indicate easy-persona sessions and black
cells indicate hard-persona sessions. The gray line plots each recruit’s share of sessions with hard personas.

Figure A5: AI practice success by persona and share of hard personas
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Notes: Panel (a) plots the success rate for each persona, sorted by success rate. Success means obtaining the persona’s
direct contact information for follow-up. Panel (b) plots each treated recruit’s practice success rate against the share of
sessions with hard personas, among recruits with recorded practice sessions.
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Web Appendix B: Supplementary Results on Sales Success

We consider two additional measures of sales success. The firm evaluates salespeople’s success
in obtaining verified purchase intentions on a calendar-month basis. We define documented success
as the number of calendar months with at least one verified purchase intention, treating months
without an evaluation as having no documented success. These evaluations are missing for 70.6%
of employed worker-months, and 67.9% of recruits have no evaluation.

To supplement these incomplete records, we construct a second measure from call transcripts:
the cumulative number of calls in which salespeople obtain prospective customers’ direct contact
information for follow-up. We call this measured success. We use regular expressions to identify
calls in which the salesperson requests direct contact information using terms such as “phone
number,” “phone,” “landline,” “contact information,” or “how to contact,” and the prospect pro-
vides a phone number containing seven to eleven digits within the next two conversational turns.
We validate this regular expression by manually inspecting a sample of transcripts.

Table B1 shows that practicing with AI increases measured success by 4.19 calls per recruit, rel-
ative to a control mean of 6.66. The estimated effect on documented success is also positive, at 0.26
months per recruit relative to a control mean of 0.28, but is imprecisely estimated. These findings
show that practicing with AI increases calls yielding direct contact information alongside overall
call volume, while the incomplete coverage of the firm’s evaluation records limits the conclusions
we can draw about verified purchase intentions.

Table B1: Effects of practicing with AI on sales success

Measured success Documented success
(1) (2)

Estimated treatment effect 4.19∗∗ 0.26∗

(1.76) (0.14)

Asymptotic cluster-robust p-value 0.037 0.094
Control mean 6.66 0.28
N (recruits) 187 187

Notes. Intent-to-treat effects estimated using equation (2). The asymptotic standard errors in parentheses are clustered
by cohort. Statistical significance is based on wild cluster bootstrap p-values. *** p < 0.01, ** p < 0.05, * p < 0.10.
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